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Photographic Portfolio 
• Due Friday 13 November 2015.  
• Submit two versions 

• A complete poster suitable for printing on A1 paper. 
• A text-only version for submission to turnitin 
• The same text should appear in both the poster and the text-only 

version. 



Problem Sets 
• Problem Set 3A and 3B are due on Friday.  
• In Problem Set 3B do not forget! 

• A4 paper 
• Tutorial Group 
• Name 
• Staple (strange corner folds are worse than nothing at all) 

• These requirements are not arbitrary. Keeping a course 
with 110 students organized is no simple task. These 
instructions help ease the process. Your failure to 
cooperate frustrates the process.   

• Problem Sets 4A and B are coming soon and wil be due 
20 November after Photographic Portfolio.  



Outline 
• How the brain works: a very rough guide 
• Logic Gates 
• Perceptrons 
• Artificial Neurons 
• Artificial Neural Networks 
• Applications 

 



How the Brain Works 

• Receptors, like your eyes or ears, convert stimuli or 
sensory information into electrical impulses. 

• These impulses are delivered to the brain. 
• The brain consists of billions of neurons. 
• These are “wired” together in a complex network.  
• This network performs some sort of program on those 

electrical impulses and outputs a new set of impulses. 
• Effectors translate those into a physical response. 

Stimulus Receptors Neural  
Network Effectors Response 



Neurons 

• Basic structural 
element of the brain 

• The human brain 
comprises around 10 
billion neurons 

• There are estimated to 
be about 60 trillion 
connections or 6,000 
connections  per 
neuron 



Human Brain vs CPU 

• 10s of billions of 
neurons 

• 1000s of connections 
per neuron 

• 10-16 Watts/operation 
 

• 1s of billions of 
transistors 

• a few connections per 
transistor 

• 10-9 Watts/operation 

http://xkcd.com/1163/


Synapses  

• This is the structural 
elements facilitating 
interactions between 
neurons 

• Different neurons have 
different shape and 
size but they all have 
axons and dendrites 



Neurons 
• The pyramidal cell is a 

common type of neuron 
• There are ~104 synaptic 

contacts in the dendritic 
spines 

• There may be ~103 synaptic 
terminals 

• If enough electrical impulses 
are detected by the dendritic 
spines, then the cell body will 
generate an electrical 
impulse which will travel 
down the axon to the 
synaptic terminal. 

• This is called ‘firing’. 



Brains - structure 

• Groups of synapses in 
the dentritic tree may 
more structures that 
form a functional 
subunit called ‘neural 
microcircuits’. 

• Several of these may 
combine to create 
‘dendritic subunits’. 



Brains - structure 
• Local circuits are formed 
by groups of neurons 
that perform operations 
of a similar kind as those 
in their physical 
neighborhood. 

• There are interregional 
circuits that wire these 
together. 

• Together these 
comprise, “central 
nervous system” 



Brains- heirarchy without control.   
• We can model the 

structure of the brain as a 
neuron.   

• This structure has been 
shown to have 
• Small-world attribute 
• Scale-free attribute 

• Although there is 
heirarchy, there is not 
control.  Google may be a 
hub of many web links but 
it does not directly exert 
control on those links. 

• The brain may suffer 
damage, the small-world 
attribute enables a robust 
property.  

• The brain runs efficiently. 
This means it must do 
much with little. 



Neural-plasticity – “learning” 
• Hebbian learning – 
“Neurons that fire 
together, wire together”, 
“Neurons that fire apart, 
wire apart” 
• This is an example of 

‘preferential attachment, as 
a neuron that fires more 
frequently will develop 
more links and then fire 
even more frequently.  

• Rewiring occurs at all 
different levels of the 
brain. 

• One consequence is 
“cortical mapping”  
• Neurons may synchronize 

with their neighbors in 
response to certain kinds 
of stimuli. 

• Your vision neurons are 
one place, your hearing 
another, leg feelings a 
third, etc.  



Simulating a Neuron 

• Inputs are summed up. 
• Some inputs seem 
more important than 
others 

• There’s a threshold. 
• Firing or not firing, no 
halfway.   
 
 



Simple Perceptrons 

• The number of inputs 
is N. 

• Each input is 0 or 1 
• Each connection is 
given a synaptic 
weight, w. 

• Each neuron has a 
bias b.  
 

Activation 
Function 

Input 1=x1 

Input 2=x2 

w1 

w2 

Output 

 



Simple Perceptrons 

• First we will look at the 
“weighted input”, z 
 

Activation 
Function 

x1 

x2 

w1 

w2 

Output 

Suppose we have x1=1, x2=0, w1=0.6, w2=0.5 and b=0.2.  
The weighted input, z, will be 1*0.6+0*0.5-0.2=0.4 

 



Simple Perceptrons 

• The output will be 
determined by an 
“activation function” 

• The simplest function 
will give us  
• 0 if z≤0 
• 1 otherwise 
 

Activation 
Function 

x1 

x2 

w1 

w2 

Output 

 



Simple Perceptrons – Go to the dance? 

• Inputs 
• Other plans at the same 

time? 
• Will my romantic interest 

attend? 
• Will my former romantic 

interest attend with his or 
her new romantic interest? 

• Will there be delicious 
food? 

• Bias 
• I quite like to dance. 



Simple Perceptrons and Logic Gates 

• A Logic Gate also 
takes two inputs that 
that are either 0 and 1 
and creates a single 
output that is 0 or 1.   

• Perceptrons are sort of 
like that.  

X1 X2 Output 
1 1 1 
1 0 0 
0 1 0 
0 0 0 



Perceptrons and Learning 

• The brain seems to 
“learn” by adjusting the 
synaptic weights and 
connections. 

• How exactly the brain 
does this is not known. 

• We will use “training 
data” to help our 
perceptron learn.   

X1 X2 Weighted 
input 

Output 

1 1 0.9 1 
0 1 0.3 1 
1 0 0.4 1 
0 0 -0.2 0 

• Suppose we have w1=0.6, w2=0.5 
and b=0.2.  

• The above table shows what our 
perceptron will output for all 
possible inputs.  

• It is operating as an OR logic gate.  
• Can we “train” it to operate as an 

AND logic gate? 
 



Perceptrons and Learning 
• We start with 

• w1=0.6  
• w2=0.5  
• b=0.2  

• The input, (0,1) gives the 
wrong answer.  
• Changing w1 - no change 
• Increasing w2 - increases 

weighted input 
• Increasing b – decreases 

weighted input 
• So we will decrease w2 and 

increase b by 0.1 
• The amount that we 

decrease them will be called 
the “learning rate” 

X1 X2 Weighted 
input 

Output 

1 1 0.9 1 
0 1 0.3 1 
1 0 0.4 1 
0 0 -0.2 0 

✗ 
✗ 
✓ 

✓ 

Recall that the perceptron will output 
1 whenever the weighted input is 
positive.  



Perceptrons and Learning 
• The new weights will be  

• w1=0.6  
• w2=0.4  
• b=0.3  

• The input, (1,0) also 
gives the wrong answer.  
• Increasing w1 – increases 

weighted input 
• Increasing w2 – no change 
• Increasing b – decreases 

weighted input 
• So we will decrease w1 
and increase b by 0.1 

X1 X2 Weighted 
input 

Output 

1 1 0.7 1 
0 1 0.1 1 
1 0 0.3 1 
0 0 -0.3 0 

✗ 
✗ 
✓ 

✓ 

Recall that the perceptron will output 
1 whenever the weighted input is 
positive.  



Perceptrons and Learning 
• Now the weights are  

• w1=0.5  
• w2=0.4  
• b=0.4 

• The situation is 
improving. Our 
perceptron has learned 
to give the right answer 
75% of the time.  It gets 
a B! 

• As before we will 
decrease w1 and 
increase b by 0.1 
 

X1 X2 Weighted 
input 

Output 

1 1 0.5 1 
0 1 0.0 0 
1 0 0.1 1 
0 0 -0.4 0 

✗ 
✓ 

✓ 

Recall that the perceptron will output 
1 whenever the weighted input is 
positive.  

✓ 



Perceptrons and Learning 

• Now the weights are  
• w1=0.4  
• w2=0.4  
• b=0.5 

• Our perceptron has 
now “learned” the AND 
function.   

• We should make no 
more changes. 

X1 X2 Weighted 
input 

Output 

1 1 0.3 1 
0 1 -0.1 0 
1 0 -0.1 0 
0 0 -0.4 0 ✓ 

✓ 

Recall that the perceptron will output 
1 whenever the weighted input is 
positive.  

✓ 
✓ 



Artificial Neurons 

• Some use these terms 
interchangeably.  

• A perceptron’s output 
is always 0 or 1. This 
limits methods by 
which we can train the 
network. 

• A mathematically 
convenient choice is 
the sigmoid function. 

The green curve shows the sigmoid 
function.  The blue curve was the 
activation we used in the perceptron 
case.  
For large values of the weighted 
input, the two curves are similar.  



Single neurons 

• A single 
neuron/perceptron is 
limited in what it can 
do. 

• A single perceptron 
can learn to function 
as AND or OR but not 
XOR 

• This is because our 
perceptron is a linear 
classifier. 

The boundary between the shaded 
and unshaded regions corresponds to 
the line where the weighted input is 
equal to zero.  Below that boundary, 
the activation function is zero. Above 
it, the activation function is one.  

 



Single neurons- XOR problem 

• A single neuron is 
limited in what it can 
do. 

• To simulated XOR we 
need precisely the 
area between the two 
shaded regions. 

• We cannot do that with 
a single line.  
 

X1 X2 Output 
1 1 0 
0 1 1 
1 0 1 
0 0 0 



Artificial Neural Networks 
• The trick is to wire 
several neurons together 
to create a network of 
neurons. 

• Anyway of doing this 
would be called an 
Artificial Neural Network 
(ANN).  Often just called, 
“neural net”. 

• One common 
architecture is “multi-
layer feedforward 
network” 



Feed forward Neural Net 
• Neurons are arranged in layers 

between an input layer and an 
output layer.  

• Input layer are not really neurons, 
but rather just the inputs.  Our 
examples above have an input layer 
with 2 inputs and an output layer 
with a single output neuron 

• Layers between are called ‘hidden’. 
A user provides an input and is 
given an output but has no 
interaction with the intermediate 
layers. 

• Suppose we label these inputs from 
0 to L 

• The weighted input for a neuron in 
layer k is given by the weighted sum 
of the activations in layer k-1 
 



Application – Computer Vision 

http://parkorbird.flickr.com/ 
 

http://xkcd.com/1425/
http://parkorbird.flickr.com/
http://parkorbird.flickr.com/


Application – Computer Vision 
• The starting point for many people 

in computer vision is the MNIST 
Database of handwritten digits.  

• There are 70,000 handwritten 
digits from 250 writers in the 
database 

• Each represents one of the digits 
0-9.  

• Each image is a 28 pixel square 
• 60,000 images are the training set 

and 10,000 are the test set 
• More on this later.   

• The method I’m about to show you 
can get about 96% correct.   

http://yann.lecun.com/exdb/mnist/
http://yann.lecun.com/exdb/mnist/


Application – Computer Vision 
• Traditional computer methods for computation try and 

develop sophisticated rules based on huge databases of 
situations. This is OK but runs slowly and is hard to code.  

• This is certainly very different than how you do this.  
• You might guess at random and get about 1/10 correct.  
• Some other methods may notice that an image of a ‘1’ is 

less dark on average than that of an ‘8’.  We can measure 
the average darkness 
• This method gets about 25% correct.  

 
 



Designing a Neural Net 

• Each image is a 28 
pixel x 28 pixel square. 

• This means there are 
784 pixels in the 
image.  

• Our ANN should have 
784 pixels.   
 

• The answer is any of 
10 digits.  

• We can have 10 
neurons in the output 
layer.  

• The one that activates 
most strongly will 
signal the net has 
recognized its 
corresponding digit. 



Designing a Neural Net 

• How many hidden 
layers? 
• Don’t know 

• How many neurons in 
each hidden layer? 
• Don’t know 

• In principle, we want 
as few as possible to 
do the task as an 
acceptable level.  
 

• Bigger nets may take 
longer to learn 

• The only way to find 
out, is to try. 

• For our case, we will 
use a single hidden 
layer with 30 neurons.  

 



Designing a Neural Net 
• In the previous example we had 

only two weights and one bias, 3 
parameters to tune. 

• Now for each of 30 neurons in 
my hidden layer, there is a 
unique weight from 784 inputs.  

• For each of 10 neurons in the 
output layer, there is a unique 
weight from 30 neurons in the 
hidden layer. 

• All 40 neurons in the two layers 
have a bias. 

• The total number of parameters 
is 30*784+10*30+40=23,860 

• How can I hope to adjust the 
weights just right? 
 

¯\_(ツ)_/¯ 



Training a Neural Net 
• One very popular 
algorithm for training an 
ANN is called “back-
propogation” 

• It is an example of 
“supervised learning” 

• In our previous example, 
we looked at what we 
wanted the output to be 
and then adjusted the 
weights until we got that 
output.  

• With our Perceptrons, 
the output is either 0, or 
1, so it’s either right or 
wrong. 

• With sigmoid neurons, 
the neurons output any 
value between 0 and 1. 

• So if the desired output 
is 0, 0.1 is close and 0.9 
is far.  

• In this case we have 10 
outputs.  



Training a neural net – Cost Function 
• We need someway to measure how 

well the net is doing. 
• We will employ a cost function.   
• It will be useful to place a single 

number on how the neural network 
is doing at the job we want it to do. 
For the example above we might 
want to start with the error in each 
output neuron.    

• For a network with just two output 
neurons with desired output 0, 1 
and actual output (0.2, 0.8), we’d 
have two errors: -0.2 and 0.2.  If we 
just add them up, they’d cancel. 
Normally, we will square them first 
and then take the average to get the 
mean-square error. 
 
 

• We can perform this same 
calculation over a range of training 
examples and average it.   

• This number is always positive and 
is close to zero when the actual 
output is close to the desired output.  

• If we can find the minimum value of 
this function we are in good shape. 
HOW? 
 



Training a Neural Net -- Gradient Descent 
 

• In a topographic map, 
contour lines show curves of 
constant elevation 

• In mathematics, there is a 
method of finding the arrow 
that points perpendicular to 
this line. This gives the 
steepest direction up or 
down.  

• We will use a similar method 
to optimize our cost function.   

• To do so we need to figure 
out the way the cost changes 
with every single weight in 
the system. 
 



Training a Neural Net – Gradient Descent 
• In calculus, the gradient is a vector consisting of the 

partial derivatives with respect to each variable in the 
system. 

• Our systems has 23,860 variables, not too bad 
• What is bad is that the cost function doesn’t directly 

depend on any of these variables.  We have to use the 
“chain rule” repeatedly.  This is especially bad for weights 
and biases far from the output layer 

• An algorithm known as “backpropagation” can help us 
quickly calculate all 23,860 terms of the gradient.  
 
 
 



Training a Neural Net – Backpropagation 
• If a neuron j, is in the output layer, the local gradient,  δj, 

depends on the derivative of the activation function calculated 
for its current weighted input and the error in its output. 

• If a neuron is in a hidden layer, the local gradient,  δj, depends 
on the derivative of the activation function calculated for its 
current weighted input and a weighted sum of the local 
gradients in the next (closest to the output) layer.   

• For each neuron, we make a small change of its weights 
according to the formula 
 



Training a Neural Net – Back Propogation 
1. Initialize the Network – Pick weights and biases more or less 

at random but in such a way that the weighted input is not 
likely to saturate our sigmoid functions 

2. Collect some training examples – (for us, some subset of the 
MNIST examples). For each subset, repeat the two following 
steps 

3. Calculate the weighted input for each neuron in the network 
and the corresponding output. Compute the error of the final 
output and the cost. 

4. Compute the local gradients for the output layer and then 
given those, computer the local gradients for the final hidden 
layer. Continue on until the input layer is reached. Update 
weights accordingly 

5. Iterate over another set of training examples.  
 



Application – Computer Vision 
• Our network doesn’t get them all correct.   
• However, I sometimes have a hard time recognizing your 

handwritten digits.  
• Here are some my network is likely to get wrong 

 



Application – Video Games 
• Many highly skilled 

computer gamers find it 
unsatisfactory to play 
against computer 
opponents 

• Usually computer 
opponents obey some 
ultimately predictable set 
of rules 

• Recently people have 
started looking at video 
games as an application 
for neural nets and other 
machine learning 
algorithms 

https://youtu.be/OKTD_VedHdA


Training a Neural Net - NEAT 
• NeuroEvolution of Augmenting Topologies (NEAT) 

• In our previous examples, we decided the topology of the network 
beforehand.   

• There was really no good way to guess what it should be.   
• The number of weights may be much bigger or larger than needed 

to do the job well.   

• NEAT takes cues from biological evolution to build up a 
network from scratch.  
• Networks that perform poorly are thrown away. 
• Networks that perform well are allowed to “reproduce” 

 



Training a Neural Net - NEAT 
• If we want to perform genetic operations, we need to be 

able to describe a genome that will lead to a specific 
network. 

• Each node and each connection has a corresponding 
gene.   
 

http://nn.cs.utexas.edu/downloads/papers/stanley.ec02.pdf


Training a Neural Net - NEAT 
• Node Genes are a list of labels for nodes and whether or 

not they are inputs (sensor), output neurons, or hidden 
neurons 

• Connection Genes specify and direction for connections a 
weight, and whether or not the connection is enabled. It 
also carries something called the innovation number.  
 

http://nn.cs.utexas.edu/downloads/papers/stanley.ec02.pdf


Training a Neural Net - NEAT 
• Biological evolution relies on 

mutation to explore new 
phenotypes. NEAT allows for this in 
a variety of ways. 

• Weight mutations make small 
changes to the weights in 
connection genes. There is an 
associated probability for these 
changes.  

• Add connection mutations make a 
new connection between existing 
but previously unconnected nodes. 
A weight is chosen at random 

• In this example a new connection is 
added between node 3 and 5. 

• Add node mutations make a new 
node by taking an existing 
connection and splitting it in two. 

• In this example the connection between 
3 and 4 is disabled adding a new node, 
6. The weight between 3 and 6 is 1 while 
the weight from 6 to 4 = the weight from 
3 to 4.  

http://nn.cs.utexas.edu/downloads/papers/stanley.ec02.pdf


Training a Neural Net - NEAT 
• These mutations 

increase the length of the 
genome.  

• We will want to enable 
crossover between pairs 
of successful genes 

• These may not be of the 
same size.  

• Innovation number helps 
us to track this in a 
sensible way. 

http://nn.cs.utexas.edu/downloads/papers/stanley.ec02.pdf


Training a Neural Net - NEAT 
• Whenever a structural mutation 

occurs it is given an innovation 
number.  

• If the same mutation occurs in 
multiple networks in a single 
generation, they get the same 
innovation number.  

• Innovation numbers are passed 
down from generation to 
generation 

• This way similar structures in 
two networks can be aligned 

• The gene that grew from add 
connection gets innovation 
number 7, while the two that 
grew from adding a node get 8 
and 9.  

http://nn.cs.utexas.edu/downloads/papers/stanley.ec02.pdf


Training a Neural Network - NEAT 
• Genomes of two parents are 

aligned by Innovation number. 
• If genes from both parents share 

an innovation number, they are 
matching genes. 

• Others are excess or disjoint. 
• Offspring receive matching 

genes from either parent at 
random 

• Excess or disjoint genes are 
inherited by the parent with 
greater fitness. 

• In the example shown, the two 
parents are assumed to have 
equal fitness 
 
 
 



Training a Neural Network - NEAT 
• Mutations may be 
(often are) harmful in 
the short term.  

• They may be 
necessary in the long 
term 

• Networks may be 
given a compatibility 
score based on the 
number of excess or 
disjoint genes. 
 

 

• Speciation allows only 
similar neural nets to 
mate with each other.  

• This way when there is 
an innovation, it only 
has to survive within a 
niche, not within the 
whole population 
 
 
 



Training a Neural Network  
• Multi-layer feedforward 
networks are highly 
successful at computer 
vision 

• Google uses number 
recognition from 
Streetview images to 
confirm address 
locations for the Maps 
function.  

• The networks they use 
are in principle similar to 
the one we described 
but more nuanced.  

• NEAT networks are very 
successful in robotic 
control. 

• Also very nice for 
playing video games! 
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